TECHNICAL BRIEF

The Infobright Analytic Database
Analyze large volumes of web data, call data, trade data, system and network logs and other “machine-generated data” in near real-time.

Faster loading, faster queries at 50% less cost, with 90% less work.
Infobright combines a column-oriented database with our Knowledge Grid architecture to deliver a self-managing database optimized
for analytics. Our sophisticated software eliminates the time-consuming effort typically involved in implementing and managing an

analytic system or data mart, freeing up your time and your budget. Infobright eliminates the need to create specific schemas, create
and maintain indexes, partition data, or do manual tuning. Instead, the Knowledge Grid automatically creates and maintains information about the data as it is being loaded and as queries are run, and uses this information to optimize every query.

Data Organization: The data within each column is stored in 65,536 item groupings called Data Packs. The use of Data Packs
improves data compression as the optimal compression algorithm is applied based on the data contents. An average compression

ratio of 10:1 is achieved after loading data into Infobright (though many users see compression of 40:1 and more). For example 10TB
of raw data can be stored in about 1TB of space, including the 1% overhead associated with creating the Data Pack Nodes and the
Knowledge Grid.

The Knowledge Grid: Information about the contents of each data pack as well as the relationships between data packs are auto-

matically created and stored.. This includes a set of statistics and aggregate values of the data from each Data Pack, such as MIN,
MAX, SUM, AVG, COUNT, and No. of NULLs. A further set of metadata describing ranges of numeric value occurrences and character positions, as well as column relationships between Data Packs, is also stored.

Query Processing: As a query comes in, Infobright uses the information in the Knowledge Grid to determine which Data Packs are

relevant to the query before decompressing any data. In some cases the summary information already contained in the Knowledge
Grid is sufficient to resolve the query, and nothing is decompressed.

Infobright Performance

How does Infobright perform? Let’s look at one example from a mid-sized telecom company. The chart below compares the results
of their testing using Oracle and Infobright. The database contained 771MM rows of call detail records (CDRs). The performance

difference is clear. Infobright returned many of the results without accessing the actual CDR data. Infobright reduces overall I/O by
placing intelligence in the software and not relying on static tuning, hardware acceleration or complex MPP configurations.
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FEATURES
SQL Support 				
				
		
Flexible Schema Support
..
Industry Standard Interfaces
				
Supported APIs

Full ANSI SQL-92 with some SQL-99 extensions including full
support for VIEWs and stored procedures.

			

Supports all schema designs.
Supports standard database interfaces, including ODBC, JDBC and 			
native connections.

Supported APIs include C, C++, C#, Borland Delphi (via dbExpress),
             Eiffel, SmallTalk, Java (with a native Java driver implementation),
             Lisp, Perl, PHP, Python, Ruby, REAL basic, FreeBasic, and Tcl.

DML 					

Supports DML statements (Insert, Update, Delete).

Operating Systems
					

Windows Server 2003 (64-bit, 32-bit), Solaris 10 (64-bit), Red Hat
Enterprise Linux 5/AS (64-bit), SUSE Linux Enterprise 10, Debian
‘Lenny’ (64-bit), or CentOS 5.2 (64-bit).

Processor Support 			
				

Intel and AMD x86-based servers with a minimum of 4GB of RAM 		
(16GB + recommended).

Loading Options 			

MySQL loader can be used for text based loads, averages 50GB/hr. 		
Infobright loader can be used for text or binary files. 50 - 80GB/hr
				
text load, up to 150 GB/hour binary files with parallel load.
The Distributed Load Processor (DLP) is a multi-machine loader that 		
             scales linearly, letting you load TBs per hour. Includes Hadoop connector.

BENEFITS
Small Data Footprint 			
					
					
		
Scalability / Fast Data Load

On average, Infobright compresses data at a ratio of 10:1 but can 		
achieve much higher compression levels depending on the type of 			
data loaded. Some clients experience ratios in the 30-40:1 range.
Excels with large data volumes and can scale up to 50 TB (compressed down
to less than 5TB of disk space) on a single server implementation. Load speeds
can exceed 2 TB /hour in single table with DLP.

Fast Queries 				
Delivers excellent query performance, especially for ad hoc analytics, without
					indexes or manual tuning.
Fast Implementation 			
					
.
Simple Administration 			

Uses industry-standard servers. Load-and-go using your existing schema. No
need for materialized views, data partitioning.

BI Flexibility				
					

Because Infobright is integrated with MySQL, virtually all BI tools are supported
including Cognos, Business Objects, SAS, Pentaho, Jaspersoft, MicroStrategy,
Actuate/BIRT, etc. Connectors to popular ETL tools also available.

Automatically maintains all Knowledge Grid structures across every column in
the database, so no tuning or index creation or modification is needed.
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